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The Relationship among Statistical Paradigms and an Intuitive Presentation of the Foundations of Causal Statistics

by C. Sterling Portwood, Ph.D.

The various statistical paradigms can be viewed and compared in many different ways.  Taking the most fundamental view, each field of statistics can be formulated and derived as an axiomatic/deductive logical construct, in the way that Euclid formulated and derived Geometry, beginning with definitions, postulates (i.e., axioms), etc. and proving the theorems of Geometry. 
The statistical paradigms are similar to, but different from, each other; akin to the way in which Euclidian and non-Euclidian Geometries are similar to, but distinct from, one another.  But, in the case of the various statistical fields, the differences and relationships among them are more varied and complicated than the differences among the various Geometries.
All forms of statistics are concerned with generalizing or inferring from a sample to a population.  For example, if the average age in a sample is 45, what does this tell us about the average age in the population? 
Classical and Bayesian Statistics are identical to each other, with one very important exception.  Classical Statistics uses a frequency definition of probability and Bayesian Statistics uses a subjective, confidence, likelihood, degree of belief, definition of probability. 
The frequency probability of an event is the relative frequency or proportion of that event in a large number of trials. For example, suppose that the recidivism rate for burglary convicts in the U.S. is 50%.  What is the probability that a randomly selected, released burglar will return to prison? Answer: 0.5.  
  This is a frequency or objective probability. A Bayesian or subjective probability is exemplified by the following. How confident are you that burglary inmate Joe Smith will return to jail?  Suppose we know that Mr. Smith received education and therapy while in prison.  I would intuitively combine my general, frequentist knowledge with my specific knowledge of Mr. Smith and arrive at a subjective probability of 0.2 that Mr. Smith will return to prison. 
Associative Statistics deals with associations, relationships, correlations, etc.--but not with causal connections--between two variables.  This statistical paradigm is really a subset of both Classical Statistics and Bayesian Statistics, depending on the desired definition of probability. 
Classical, Bayesian, and Associative Statistics deal only with the generalization of measurable (observable) variables or statistics like means, correlations, etc.  Causal Statistics deals with non-observable causal relationships between variables or, as Hume expressed it, something we cannot sense directly, but can only infer. 
For example, age and reading speed can be measured, i.e., observed, in some way.  Causality between them, if it exists, cannot be observed. Age and reading speed may be associated for students, but one cannot see any causal connection between the two variables. Therefore, causality cannot be measured, determined, or established by observation alone. Additional inputs are required to infer a causal connection.  Such unobservability vastly complicates the process of causal inference, in the non-experimental sciences. 
All four aforementioned statistical paradigms can be applied to both experimental and non-experimental research environments, but causal inference from experimental data is relatively straight forward, whereas causal inference from non-experimental data is extremely complicated and difficult.  This is and has, for the last 100 years, been the greatest impediment to progress in the social sciences, epidemiology, etc. 
The objective of Causal Statistics is to infer causal relationships between variables in a sample and then generalize to the population.  Both Classical and Bayesian Statistics generalize quite well.  Hence, Causal Statistics adopts or subsumes either Classical or Bayesian Statistics-- depending on ones preferred definition of probability-- into its corpus as an instrumentality, for purposes of generalization.  There is no need to reinvent this wheel, since there is more than enough complication in attempting to define, isolate, and deductively infer a non-observable, like causality. 
When applying Classical Statistics to educational research data, a researcher might hypothesize that for a given population, say all U.S. third graders, the average reading score for girls on the XYZ Reading Test is greater than the average reading score for boys.  Suppose that the researcher draws a simple random sample of boys and girls from the population and obtains average reading scores for sampled girls of 100 and for boys of 80.
Hence, the sample difference (d) would be 20.  Classical Statistics would be employed to determine what d tells us about the population difference (D).  A typical conclusion might be that d is statistically significant at the 0.05 level, meaning that there is only a 5% chance that a sample with d=20 would have been drawn from a population that actually has no difference in reading scores, i.e., D=0.
If Bayesian Statistics had been used to perform the inference to the population, the conclusion would have been that there is a 95% chance that D is greater than zero, i.e., that girls reading scores are higher than boys for the 3rd grade population in the U.S. 
As indicated previously, Associative Statistics can be a subset of either Classical or Bayesian Statistics, dealing with associations between variables.  The most common measure of association is the Pearson product-moment correlation coefficient, sometimes called the linear correlation coefficient.  Other measures of association are regression coefficients, non-parametric correlations, covariances, Pearson chi-square statistics, partial correlation coefficients, Cramer phi’s, etc. 
Associative Statistics might be applied to the aforementioned 3rd grade sample to determine the sample correlation between a child’s reading score (R) and the number of books the child owns (B). 
Say that the sample correlation is determined to be 0.4, indicating a positive association between B and R, at least for the sample.  The researcher may have hypothesized that the population correlation is greater than zero, i.e., there is a positive relationship between reading scores and owning books, for the population.  Associative Statistics can be applied to test this hypothesis, but not to infer whether or not B causes R. 
“Cause” is not in the vocabulary of Classical, Bayesian, or Associative Statistics and causal inference is not an assertion or conclusion within the domains of any of these three paradigms.  It would be like Euclidian Geometry drawing the conclusion that a derived figure is a red triangle. Colors are not defined in Euclidian Geometry.  Hence, the conclusion that a derived figure is a red triangle would have to rest on something more than Euclidian Geometry alone. 

But we digress.  Returning to the aforementioned example, the reading/book ownership study was actually performed about 40 years ago.  When sample results were generalized to the population using Associative Statistics, the researchers found that reading and book ownership in the sample were correlated at a 0.05 significance level.  Hence, it was inferred that the population correlation between the two variables was positive, a perfectly reasonable and valid conclusion to draw, using Associative Statistics. 
Interestingly, this finding resulted in the formation of an organization called, “Reading is Fundamental” (RIF), to increase book ownership, so Johnny would read better.  The inputs for the formation and continuation of RIF is and was based on the invalid inference, not explicitly stated, that book ownership (B) caused improved reading (R).  Certainly this causal inference draws on some undetermined methodological paradigm beyond Classical Statistics alone or maybe its just plain wrong or invalid or both. 
Let’s back up for a minute and examine the thinking process of these researchers and/or research consumers.  How did the founders of RIF know that the correlation between B and R wasn’t due to R causing B? Answer:  They didn’t.  Broadening our view, how did they know that socioeconomic level of the child (S) didn’t cause both B and R, leading to a spurious (i.e., non-causal) correlation between B and R?  Answer:  They never considered that possibility.       40 years, 300 million books distributed, and millions of people duped by bad research, bad scientists, research consumers, and/or bad statistical inference.

RIF exemplifies three errors in causal inference that are common when using Associative Statistics in non-experimental research.   The first error is that causal inferences are often drawn by scientists who almost as often deny, cover up, and/or are unaware that causal conclusions between variables are being drawn. 
The second error is that the assumptions, upon which causal conclusions could be based, are virtually never stated or even known. The third error, which I suspect, but do not have the evidence at this time to prove, is that this research was funded and/or influenced by the publishing industry in order to convince educational administrators, librarians, and parents that books should be bought for children. (This has an analogue today in the pharmaceutical industry.) 
The first RIF error was accomplished by (1) not specifically stating that B causes R, but by saying that “children who own books are better readers,” misleading the majority of human minds to jump to their own invalid and highly suspect causal inference and (2) then proceeding to establish an organization and develop a program as if it had been proven that B causes R. 
Researchers often hide the fact that they are making invalid causal inferences using Associative Statistics (1) in the way that RIF did, by simply stating the associative connection in a causally-suggestive manner or (2) by not using the word “cause,” but by using synonyms like “yields,” “results in,” “produces,” “brings about,” “brings out,” “creates,” “effectuates,” “elicits,” “is due to,” “generates,” “induces,” “leads to,” “makes,” and more.

Speaking of words and “cause,” as noted previously, the logical foundations and development of Classical, Bayesian, and Associative Statistics do not mention, define, or incorporate “cause,” like “red” is not defined or incorporated in Geometry.  Hence, any purported causal inference based on any one of the three statistical paradigms alone, would be invalid on its face. 
Technically, this is true even for their application to experimental data for purposes of inferring causal connections. This is a surprising conclusion, given the great progress in the experimental sciences (e.g. Physics, Chemistry, and Biology), which has resulted from causal theories based on results from experimental researches. How can one explain this apparent contradiction? 
Consider an experiment in which books were given to some children and not to others, all randomly selected. Suppose that this experiment discovered that; measured three years later; the treatment of group members were superior readers. It would be natural and easy for a human brain, and also a researcher using Associative Statistics, to conclude that book ownership causes improvements in reading, but, technically, this conclusion would be invalid.

“Cause” is not a component of Associative Statistics, so the researcher is making an intuitive jump and using Associative Statistics plus something else to draw the causal conclusion. [(R.A. Fisher just rolled over in his grave.)]
To make this causal conclusion logically tight (i.e. deductively complete), valid the experimenter would have to (1) define “cause”, (2) assume that we live in a micro causal universe, (3) assume that no outside variables are causing both the experimenter to manipulate ownership and the treatment group to read better, and (4) assume that the correlation between ownership and reading is not a result of either random or measurement error. 
Note that we have chosen these assumptions quite judiciously, in such a way that, if they are true, there is one and only one explanation for the observed data. That explanation is that book ownership caused improved reading in the treatment of children. Therefore, if the definition and assumptions had been explicitly stated, the causal conclusion that ownership caused improved reading would be valid. Further, if the assumptions were all true, the conclusion would be correct. These results, as stated, are therefore deductive (i.e., logical certainties.) 
Now, if one wishes to go beyond these results (and one does so wish), the researcher could conclude that book ownership in general causes improved reading. But this result is not a logical certainty. It is a valid inference. 
For 100’s of years, experiments have made causal inferences from experimental data without defining “cause” and with no reference to the required assumptions. Technically, this is improper and the causal inferences are not valid. But, looked at it in another way, these required assumptions are generally acceptable to researchers that they don’t bother to state them, considering the assumptions to be implicit and the causal inferences, therefore, valid. This reasoning generally comports with observed behavior in the experimental sciences and, therefore, is probably the best explanation of what actually happened. 
It’s a small leap, with generally acceptable and accepted assumptions. That’s why the experimental sciences have been so successful with their causal conclusions. 

The non-experimental sciences are dealing with another kettle of fish. Causal inferences, from non-experimental data using Associative Statistics, require a huge and almost always incorrect leap of intuition. This is the reason for the general lack of success in causal theory building in the social sciences, epidemiology, etc. 
The essence of this difference in causal inference between experimental and non-experimental studies resides in one factor, the vastly different nature of assumption (3), above, between experimental vs. non-experimental research. 
In experimentation, assumption (3) simply asserts that nothing cause both the experimenter to manipulate the independent variable (ownership) and the change in the dependent variable (reading scores), which would result in a non-casual correlation between the two variables; an eminently reasonable and acceptable assumption. 

But, in non-experimentation, assumption (3) becomes, “assume” that no outside (i.e. unconsidered) variable(s) caused both independent (ownership) and dependent (reading scores) variables, resulting in a spurious (i.e., non causal) correlation between them.

It is difficult to imagine that the correctness, or lack thereof, of a little or even large assumption could account for the large difference in success between the physical and social sciences. Actually, the inability to draw valid causal inferences in the social sciences doesn’t account for all of the difference in success, but I would say at least 50%. 
Of course, non-experimental researchers and research consumers recognize this and attempt to draw causal inferences with the tools they have and know. Unfortunately, the tools of Classical, Bayesian, and Associative Statistics are so inadequate to this task in non-experimental research, that most such causal conclusions are incorrect and therefore not only useless, but counter productive.
A select, few such researchers also recognize the intuitive leap they are required to make to get from non-experimental data and Associative Statistics to causal conclusions and inferences and attempt to fill in the intuitive gap in one way or another. Such researchers are attempting to go beyond the standard statistical paradigms, into the realm of Causal Statistics.  A few such researchers and methodologists have moved some distance into that new statistical paradigm, but not many and not far.
[Note that researchers who attempt to draw causal conclusions from experimental data using Classical Statistics are making only a small leap of intuition beyond the tenets of the field.  This is why the physical (experimental) sciences have not generally encountered significant problems in drawing causal conclusions.  On the other hand, the social and other non-experimental sciences have been largely paralyzed by their difficulties in making valid and correct causal inferences.] 
As an example of how one might move toward Causal Statistics from Classical Statistics, consider the second error, made by those who claim (either explicitly or implicitly and either knowingly or unknowingly) to have discovered a causal connection; i.e., the assumptions upon which causal conclusions must necessarily be based, are virtually never stated or even known.   
In the RIF example, they could have validly concluded that B, ownership, causes reading scores, R, if they were willing to state the assumptions (1) that R did not cause B and (2) that no other variables caused both R and B.   Under these assumptions, a researcher could make the valid, but likely incorrect, causal inference that B causes R. If these assumptions had been stated, few would be deceived into accepting the conclusion that B causes R because most people would be unwilling to accept one or both of the required assumptions. If even one of the assumptions is incorrect, then the causal conclusions are highly likely to be incorrect, at least in terms of their magnitude. 
This approach would be an attempt, on the part of a very few sophisticated researchers in the field, to create a needed part of Causal Statistics by backing into it from Associative Statistics.  The attempt is not improper, if executed correctly.  But correct and complete execution along this path is very difficult, although not impossible.  For this and other reasons, this is not the best approach, because (1) based on what I have observed over the last 45 years, not 1 in 1000 researchers can reach a valid and complete causal inference in this manner; (2) the complete Causal Statistics paradigm would virtually never be developed in this way; and (3) no partial formulations would lead to a complete understanding of the nature, validity, accuracy, sensitivity, and weaknesses of the conclusions reached.  
In contrast, I have gone through the front door in developing and deriving Causal Statistics in my dissertation, which is presented on the Causal Statistics website, CausalStatistics.org
I began, as Euclid began with Geometry, by using a Meta language to state primitives, definitions, axioms, etc.  From there, the whole of Causal Statistics was derived using both verbal and symbolic logic.  Such an approach, allows complete understanding of the paradigm to anyone who is willing to put in the effort to follow the steps of its development, i.e., the derivation of Causal Statistics.

For a less rigorous understanding of Causal Statistics, but adequate for a knowledgeable application to non-experimental research and utilization of the conclusions, the following should suffice. 
Causal Statistics begins with a common sense, useful definition of “cause;” a non-trivial philosophical issue, given the numerous, inappropriate, and inadequate definitions forwarded by various philosophers and researchers over the past 3000 years.  
Additionally, Causal Statistics is based on three sets of assumptions.  The first and most fundamental set postulates that we live in a causal universe, at least at the macro level, where cause and effect governs the behavior of all variables. 

The second assumption set is for the purpose of isolating the variables considered by the specific research study.  As an example of the types of assumptions in Set #2, note the two assumptions presented above, in conjunction with the RIF program.  These assumptions were necessary to make the causal inference, i.e., that book ownership causes improved reading; valid. Nevertheless, these assumptions in no way make the causal conclusion correct, if one or more of these assumptions are incorrect.  We can be confident that the causal conclusion is correct, only if the assumptions are correct.
The second assumption set need not totally rule out all influences from outside variables on variables inside the system of study.   These assumptions need only prohibit outside influences that would exert just certain types of influences.  To understand which set two assumptions are required and which are not, one must understand the components of association.

The association between two variables in a study have the major sources; association due to (1) causal connection (e.g., B causes R and/or R causes B), (2) spurious correlation (e.g., S, socioeconomic status, causes both R and B or S causes X, any outside variable, and B and X cause R), and (3) definitional overlay of internal variables (e.g., book ownership and school book ownership). )and (4) study error (e.g., statistical error, or measurement bias).  An observed association will result from one or a combination of all of these sources).

Associations due to causal connection, i.e., source (1), are what researchers are looking for.  Spurious correlations, source (2), are what researchers want to avoid and is what assumption set two needs to rule out.  
To be a little more precise, some spurious correlations are acceptable and others are not.  It is not acceptable for any external variable(s) to cause a spurious correlation within an internal variable pair, if the variable pair is the subject of a causal hypothesis test in the study.  Such a spurious correlation must be eliminated by assumption(s) or by bringing such external variable(s) into the study to make the causal conclusion valid. Yet, if the assumption is erroneous, the causal conclusion will likely be similarly erroneous and the problem external variable(s) must be brought into the study. External sources of spurious correlation within any non-hypothesis variable pair are not a problem to the study and need not be eliminated.

Definitional overlap, source (3), is simply an error in research design and should be avoided.  [Study error, source (4), is no more likely in causal studies than any other experimental research and should be handled with the usual techniques.]
[If the set two assumptions are properly designed and all else in the research is handled correctly, the causal inferences drawn should be “valid.”  But if these assumptions are not satisfied (i.e., false), the causal conclusion may be incorrect or at least the accuracy of the causal inferences will be diminished.  The extent of diminution is usually related to the degree of error in the isolating assumptions.]
The first two assumption sets are required only by Causal Statistics and not by other types of  Statistics, but there is a third potential assumption set required in all paradigms. This third set assumes no measurement error, no sampling bias, etc.  Since the third assumption set impacts all forms of  Statistics equally and our primary purpose here is to highlight the differences, we will simply consider the third set to be satisfied and not deal with these assumptions further. 

In the standard statistical paradigms, with the third set of assumptions satisfied, a positive result supports a non-causal hypothesis, e.g., an association, a mean value, etc., about the population, subject only to the error inherent in random sampling (i.e., statistical error).  The probability of statistical error can be calculated and specified precisely.  Such standard statistical results are very close to simply reporting on what was observed, i.e., only slightly more inferential than reporting on what was observed.
In Causal Statistics, one or more causal hypothesizes are proposed; a study is designed; data are collected; and the causal hypothesizes are either confirmed or not confirmed; subject (1) to all three assumption sets (although we have, for purposes of this discussion, stipulated that the third assumption set is satisfied.), (2) to a given definition of “cause,” (3) to calculated probabilities of statistical error, and (4) to the requirement that all assumptions be explicitly stated. 

Note that causal conclusions [are not directly observable] and therefore Causal Statistics requires more input to obtain its results (i.e., the causal inferences).  The standard statistical paradigm require only data and no additional input, except assumption set number three (which was already considered satisfied), to obtain its conclusions, i.e., inferences to population associations. [The additional [burden inherent] inputs required by Causal Statistics are a useful definition of “cause” and two additional sets of assumptions.]
Some researchers might initially be uncomfortable with the additional input required by Causal Statistics and the greater domain for error introduced by the added inputs, i.e., the definition of “cause” and the extra two assumption sets.  This should not be surprising because in all optimized systems (like the various statistical paradigms), no additional benefits are free.  

Looked at from an information theory point of view, a causal inference contains much more information than an associative inference and, in optimized systems, greater information output always requires greater information input and greater inputs almost always increase the chances for error. I would like it to be different, where we could get something for nothing, but for those of us in this universe-- in contrast to those people in a parallel universe with a different system of logic. Causal Statistics is a Preado Optical system for drawing causal inferences from non-experimental data. Its causal conclusions give the greatest probability of successful application by research consumers and social science practioners; far greater than the probability of success with invalid causal conclusions obtained from the inappropriate application of Classical Statistics, it is not possible.  
Researchers often use Associative Statistics and claim to have made causal inferences.   Since Associative Statistics doesn’t dictate the heavier inputs required by Causal Statistics, these researchers erroneously believe that they have drawn causal inferences without the additional input burden and without the added error risk.  Would that causal inference in non-experimental research were so simple.  Unfortunately, valid causal inference is orders-of-magnitude more difficult and complicated than this.  Nevertheless, as pointed out earlier, researchers around the world deceive themselves and their consumers, on a daily basis, with such invalid causal analyses.  An invalid and erroneous causal inference is no information. The world wide waste of research money, human resources, and lost research benefits is truly beyond comprehension.

[Examples]

If Causal Statistics were used, the research would be significantly more difficult, but the resulting causal inferences would be valid.  A well designed Causal Statistics study would probably consider more variables in the system, because the researchers would want to make assumption set number two as weak as possible, and therefore would obtain more robust, more powerful causal inferences.  Follow-on studies would typically build on the first study and consider even more variables to further weaken the required set number two assumptions.

Such follow-on studies should be able to incorporate data and use the findings from the earlier study (i.e. prior information) to further strengthen the findings from the second study.  Bayesian statistics likely will be useful for this, but I will have to spend some quality time thinking about this issue and, presently, I do not have it. 

[Such applications of Causal Statistics would yield valid causal inferences.  Validity does not guarantee the correctness of causal conclusions from Causal Statistics, just as validity of associative inferences from the application of Classical Statistics does not guarantee the correctness of associative inferences about the population association.]
[Cannot prove cause:] I’m sorry to have to inform you of this, but we live in a universe where guaranteed correctness, i.e., perfect knowledge or 100% certainty, is virtually, if not actually unattainable.  For example, Newton’s Laws of Motion and Gravitation [?], once thought to be perfect, were shown by Einstein to be imperfect and ultimately incorrect.  They were supplanted by Einstein’s Theory of Relativity which was thought to be perfect.  But more recently it has been shown that Einstein’s Theory breaks down at the micro level and in black holes, again retreating from perfection. (  ).
Like everything else in this universe, Causal Statistics does not generate certain or perfect knowledge, but, if applied correctly, it does yield Preado Optimal causal inferences, i.e., causal conclusions that are the best and most reliable outputs attainable, given the inputs.  If more input information (i.e., data, assumptions, etc.) is injected into the study, better and more reliable outputs (i.e., causal conclusions) are attainable.  
Image the total benefits to society, if all non-experimental researchers used Causal Statistics when appropriate and these results were applied by research consumers…, “a consummation devoutly to be wished.”
